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Project

* https://adaptinfer.github.io/dgm-fall-2025/project/
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Today

 Diffusion Models

Ben Lengerich © University of Wisconsin-Madison 2025



Generative and Discriminative Models

* Generative:
* Models the joint distribution P(X,Y).
* Discriminative:
* Models the conditional distribution P(Y|X).
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Where we’re going: Deep Generative Models

Discriminative Model (what we’ve seen so far)
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Generative Model (what we’re going to see)
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Modern Deep Generative Models (DGMs)

* Goal: Generative models of the form P(X, Y, 8) without strong
simplifying assumptions.

* Hidden structure z that explains high-dim. x
 Fundamental challenge: We never observe z

* This makes two core computations difficult:

» Marginal likelihood: pgy(x) = [ pe(x,2)dz

* Posterior inference: py(z | x) X pg(x | 2)p(2)
* Each type of DGM makes a tradeoff
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Autoencoders

INPUT
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-0

RECONSTRUCTED
INPUT

[Michelucci 2022]



https://arxiv.org/pdf/2201.03898
https://arxiv.org/pdf/2201.03898

Kullback-Leibler divergence term

Variational Autoencoders where p(z) = N (ﬂ =0,6% = 1)

L0 = =, () [logp, (x"2)| +KL (g, (z|x) lIp(2))

Define latent dim to follo
Normal distribution

Enables sampling

hidden units /
embedded space /
latent space /

bottleneck
Inputs Outputs

= reconstructed inputs
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Generative Adversarial Networks

}‘ 1(Real)

- O(fake)

real image 1(rea|)

— Discriminator training
Generator training

g G

(generator)

- N(0.1 ;
Rk o fake image

Discriminator: maxp Lp = Emwpdam{ﬂ:} [lmg D(:I:)] + Emwg(z),zmp(z) [10.%'(1 — D(il'?))]
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Summary

ooty | we | aw

What we specify Prior p(z), Likelihood pg(x | z) Prior p(z), Generator Gg(2)
Induced p(x

P() po() = | po(X 1 2)p(2)ds po() = | pe(x = Go()p(2)d

Z Z
Simplifying Choose a restricted variational posterior Replace NLL with a distributional
assumption qp(Z | x) discrepancy on samples
(adversarial/IPM).

Training ELBO: Minimax fooling discriminator
objective Eqllogpg(x 1 z)] — KL(qg(z | )|p(2))
What’s ignored KL(qe(z | x)|pe(z | x)) All of NLL: log pg (x)isn’t evaluated or
from pg(x) maximized.
Modes Covering Collapse
Generated Blurry Realistic
Samples
Training Relatively robust Fragile
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Diffusion Models




Overview and comparison of generative models

GAN: Adversarial
training

VAE: maximize
variational lower bound

Flow-based models:
Invertible transform of
distributions

Diffusion models:
Gradually add Gaussian
noise and then reverse

Ben Lengerich © University of Wisconsin-Madison 2025

Discriminator Generator
= DRE o
D(x) G (z)
Encoder - Decoder ’
- = X
q4(z|x) po(x|z)
Flow Inverse ’
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Source: https://lilianweng.github.io/posts/2021-07-11-diffusion-models/




Diffusion
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Diffusion models: forward pass

T
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Diffusion models: reverse pass

po(xor) = p(x7) | [ po(xe-1lxe)  po(xea|xe) = N(xe_1; pro(xe,t), So(x:, t))
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Diffusion models: generating a new sample

o(x0.r) = p(xr) | [ Po(xe-1]xe)  po(xe—1|xe) = N (%415 po(xs, 1), So(xy, £))
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Should we really run this process on pixels?

Decoder
po(x|z)

-
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~
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a(xt11x:) is unknown Latent Diffusion
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Stable Diffusion: Add Text Conditioning

Decoder
pe(x|z)
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a(xi-1[x.) is unknown Latent Diffusion
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Stable Diffusion: Modern Image Generators

@) DALL-E AT
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More reading

https://lilianweng.github.io/posts/2021-07-11-diffusion-models/

https://lilianweng.github.io/posts/2021-07-11-diffusion-models/

https://theaisummer.com/diffusion-models/
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Propery | wae | | oifsn

What we Prior p(z), Likelihood pg(x | z)  Prior p(z), Generator Gg(2) Fixed forward noising g (x; |
specify X(t—1}); learn reverse pg(x;—1 | X¢)
Induced p(x X X
p(x) pe(x) = jPe(X | z)p(2)dz Po(x) Po(x)
z = jpe(x - Ge(@))p(@Ddz = [ p(xy) Hpg(xt_l | x;)dx
%
t
Simplifying Choose a restricted variational Replace NLL with a Fix forward noise g; and optimize a
assumption posterior g (z | x) distributional discrepancy variational bound on —log pg (x,).
on samples
(adversarial/IPM).
Training ELBO: Minimax fooling VLB / score matching: with
objective Eqllogpg(x 1 z)] — KL(qg (2 discriminator Gaussian schedules reduces to
| x)|p(z)) Etx,eW(t) Il € —eglxy t) 1]
What's KL(qe(z | x)|p9 (z | x)) All of NLL: log pg (x)isn’t  Exact NLL not computed; optimize a
ignored from evaluated or maximized. variational upper bound on NLL
po (x) (equivalently lower bound on

log p ;(practical losses often
reweight or drop constants from
the exact VLB.

Modes Covering Collapse Covering
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Questions?
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