STAT 453: Introduction to Deep
Learning and Generative Models
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Announcements

1. HW2 due this Friday (10/2) via Canvas

2. Project team formation
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Last Time: Convolutional Neural Networks

Weight sharing & sparse connectivity tame the parameter explosion

2. Backprop through a convolution is itself a convolution, with the
kernel flipped

3. But: CNNs can still overfit, despite far fewer parameters than an
equivalent fully-connected layer

4. Today: what should we do about overfitting?

Ben Lengerich © University of Wisconsin-Madison 2026



VGG16 CNN for Kaggle’s Cats & Dogs Images
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model.eval() . .y
with torch.set_grad enabled(False): # save memory during inference A mUCh bquer. more reaI|St|C CNN than the
test_acc, test_loss = compute accuracy and loss(model, test_loader, DEVICE) H L : Tt-
STIRECE SRt SoeuTasTs (bost Bich aE}N’) one you built for HW2 -- watch it overfit:

POUE SCIERGEE BNLEEN https://github.com/rasbt/deeplearning-
models/blob/master/pytorch_ipynb/cnn/cnn-

vgg16-cats-dogs.ipynb
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Today: Regularization

Improving generalization performance

Avoiding overfitting with (1) more data and (2) data augmentation
Reducing network capacity & early stopping

Adding norm penalties to the loss: L1 & L2 regularization

A S

Dropout
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Collecting more data

Data augmentation

Label smoothing

Improving generalization

Semi-supervised

Leveraging unlabeled data

T Self-supervised

Meta-learning
Leveraging related data
< Transfer learning

Weight initialization strategies

* Regularization is one
strategy to improve
generalizability

Activation functions

Architecture setup

Residual layers

* Many, many others
y’ y Knowledge distillation

* Boundary between

Improving generalization Input standardization

regularization and other S BatchNorm and variants
engineering techniques Weight standardization
iS not always Clea r Gradient centralization

Adaptive learning rates

Training loop Auxiliary losses
Gradient clipping

L2 (/L1) regularization

Regularization Early stopping

Dropout
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General Strategies to Avoid Overfitting

e Collecting more data, especially high-quality data, is best & always
recommended

* Alternatively: semi-supervised learning, transfer learning, and self-supervised
learning

e Data augmentation is helpful
e Usually requires prior knowledge about data or tasks

* Reducing model capacity can help
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Today: Regularization

Improving generalization performance

Avoiding overfitting with (1) more data and (2) data augmentation
Reducing network capacity & early stopping

Adding norm penalties to the loss: L1 & L2 regularization
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Dropout
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The Bias-Variance Tradeoff

* Test error decomposes into two sources:

* Bias: error from a model too simple to capture the true pattern
* Variance:error from a model too sensitive to the specific training sample

» Expected test error is bias™2 + variance + irreducible noise

* Increasing model capacity (more layers/units) typically decreases bias
but increases variance

* There's no free lunch ®, just a tradeoff to manage

* Every technique in this lecture -- capacity control, early stopping,
L1/L2, dropout -- is, in some sense, trading a little bias for a lot less
variance
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Bias-Variance: A Concrete Case

 Model A: small MLP (1 hidden layer, 8 units): 60% train accuracy, 58%
test accuracy

 Model B: large MLP (5 hidden layers, 512 units each): 99% train
accuracy, /1% test accuracy

* Model A: train and test are both low and close together -> high bias
(underfitting): not enough capacity to fit the data in the first place

 Model B: train is very high but there's a large train/test gap -> high
variance (overfitting): memorizing the training set rather than
generalizing

 Rule of thumb: low train accuracy anywhere means look at bias; a
big train-test gap means look at variance
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Avoiding overfitting with more data

WHO DO DATA BROKERS SELL DATA TO?
e Data are valuable
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Data Augmentation

* Key Idea: If we know the label shouldn’t depend on a
transformation h(x), then we can generate new training

data h(xi),yi

* But we must already know something that our outcome
doesn’t depend on

 Example: image classification
* rotation, zooming, sepia filter, etc.
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Data Augmentation in PyTorch via TorchVision
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https://github.com/rasbt/stat453-deep-learning-

ss21/blob/master/L10/code/data-augmentation.ipynb
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# Note transforms.ToTensor() scales input images
# to @-1 range

training_transforms = torchvision.transforms.Compose( [
torchvision.transforms.Resize(size=(32, 32)),
torchvision.transforms.RandomCrop(size=(28, 28)),
torchvision.transforms.RandomRotation(degrees=30, interpolation=PIL.Image.BILINEAR),
torchvision.transforms.ToTensor(),
torchvision.transforms.Normalize(mean=(0.5,), std=(0.5,)),
# normalize does (x_1 - mean) / std
# 1if images are [@, 1], they will be [-1, 1] afterwards

1)

test_transforms = torchvision.transforms.Compose( [
torchvision.transforms.ToTensor(),
torchvision.transforms.Resize(size=(32, 32)),
torchvision.transforms.CenterCrop(size=(28, 28)),
torchvision.transforms.Normalize(mean=(0.5,), std=(0.5,)),
1)

# for more see
# https://pytorch.org/docs/stable/torchvision/transforms.html

train_dataset = datasets.MNIST(root='data',
train=True,
transform=training_transforms,
download=True)

test_dataset = datasets.MNIST(root='data’,
train=False,
transform=test_transforms)

https://qgithub.com/rasbt/stat453-deep-learning-
ss21/blob/master/L10/code/data-augmentation.ipynb
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Today: Regularization

Improving generalization performance

Avoiding overfitting with (1) more data and (2) data augmentation
Reducing network capacity & early stopping

Adding norm penalties to the loss: L1 & L2 regularization
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Dropout
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Reduce Network’s Capacity

* Key Idea: The simplest model that matches the outputs should
generalize the best

* Choose a smaller architecture: fewer hidden layers & units, add
dropout, use RelLU + L1 penalty to prune dead activations,e tc.

* Enforce smaller weights: Early stopping, L2 norm penalty
* Add noise: Dropout

* Note: With recent LLMs and foundation models, it’s possible to use a
large pretrained model and perform efficient fine-tuning (updating
small number of parameters of a large model)

Ben Lengerich © University of Wisconsin-Madison 2026




Early Stopping

e Step 1: Split your dataset into 3 parts (as always)

* Use test set only once at the end
* Use validation accuracy for tuning

Dataset

Training Validation Test
dataset dataset dataset
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Early Stopping
[
 Step 2: Stop training early
* Reduce overfitting by observing the training/validation accuracy gap during training
and then stop at the “right” point
* This makes early stopping an implicit regularizer, not just a compute-saving trick.

A

Good early stopping point

Training set

Accuracy

Validation set

A 4

Epoéhs
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Today: Regularization

Improving generalization performance
Avoiding overfitting with (1) more data and (2) data augmentation

Reducing network capacity & early stopping
Adding norm penalties to the loss: L1 & L2 regularization

A S

Dropout
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Two Familiar Penalties, by Name

* L1 regularization (penalize sum of |w]) is the same idea as LASSO
regression

L2 regularization (penalize sum of w”2) is the same idea as Ridge
regression

e Lecture 3 introduced this as MAP estimation with a Laplace (L1) or
Gaussian (L2) prior on the weights
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Regularization IS MAP: The Derivation

e Recall from Lecture 6 (distribution -> negative log-likelihood -> loss),
just with a prior added on top:
 MAP maximizes P(w|D)
e This is proportional to P(D|w) * P(w)

* Take -log:

e -log P(w|D)=-log P(D|w) - log P(w) + const
= [data loss] + [penalty from the prior]
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L2 Regularization for Linear Models

1 & o
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J

and A is a hyperparameter
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L1 Regularization for Linear Models

1 < 1o A
L1-Regularized-Cost,, 1, = - Z Ly, 5 + - Z |wj|
i=1 j
where: D lwjl = llwlh
j

» L1-regularization encourages sparsity (which may be useful)

- However, usually L1 regularization does not work well in
deep learning in practice and is very rarely used

 Also, it's not smooth and harder to optimize
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Geometric Interpretation of L2 regularization

— 1st component:
Wi,

minimize cost function

(&

)<' KL

2nd component: Compromise between penalty

L and cost
minimize penalty term

A 4
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Geometric Interpretation of L1 regularization

— 1st component:
Wiis
minimize cost function

IR
Compromise

2nd component. between penalty
minimize penalty term  and cost
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Effect of Regularization on Decision Boundary

Assume a nonlinear model
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L2 regularization for Multilayer Neural Networks

n L
1 ENT A
L2-Regularized-Costy, , = n Z Ly™, ") + - Z w5
sum/ov'er layers

where ||W(l) | |%—1 is the Frobenius norm (squared):

w2 = ZZ 2
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L2 regularization for Multilayer Neural Networks

Regular gradient descent update:

oL 2\ )

Wi,j = Wij — 7] - ——W;,
'J 'J (8@02"7 n 'J
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L2 regularization for Neural Networks in PyTorch

Manually:

# regularize loss
L2 = 0.
for name, p in model.named parameters():
if 'weight' in name:
L2 = L2 + (p**2).sum()

cost = cost + 2./targets.size(0) * LAMBDA * L2

optimizer.zero grad()
cost.backward()
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L2 regularization for Neural Networks in PyTorch

Automatically:

HHHHHHAHHHHHAHHHAHHAARHHAAHHAAR AT AR A A AR AR AHHHASHH AR HH A
## Apply L2 regularization
optimizer = torch.optim.SGD(model.parameters(),

1r=0.1,

weight decay=LAMBDA)

for epoch in range(num epochs):

#### Compute outputs ####
out = model(X train tensor)

#### Compute gradients ####

cost = F.binary cross entropy(out, y train tensor)
optimizer.zero grad()

cost.backward()
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Today: Regularization

Improving generalization performance

Avoiding overfitting with (1) more data and (2) data augmentation
Reducing network capacity & early stopping

Adding norm penalties to the loss: L1 & L2 regularization
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Dropout
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Dropout

Original research articles:

Hinton, G. E., Srivastava, N., Krizhevsky, A., Sutskever, I., & Salakhutdinov, R.
(2012). Improving neural networks by preventing co-adaptation of feature
detectors. arXiv preprint arXiv:1207.0580.

Srivastava, N., Hinton, G., Krizhevsky, A., Sutskever, I., & Salakhutdinov, R.
(2014). Dropout: a simple way to prevent neural networks from overfitting.
The Journal of Machine Learning Research, 15(1), 1929-1958.
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Dropout

P
L1 (2)
aq
> :
T2 agz)
P

Originally, drop probability 0.5

(but 0.2-0.8 also common now)
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Dropout

 How do we drop node activations practically / efficiently?

Bernoulli Sampling (during training):

* p :=drop probability

* v :=random sample from uniform distribution in range [0, 1]
* Viev:v;, =0ifv;, <pelsel

*'a:=a@®wv (p X 100% of the activations a will be zeroed)

Then, after training when making predictions (during "inference")

scale activationsvia a:=a® (1 — p)

Ben Lengerich © University of Wisconsin-Madison 2026



Dropout in PvTorch

— class MultilayerPerceptron(torch.nn.Module):

def __init__ (self, num_features, num_classes, drop_proba,
num_hidden_1, num_hidden_2):
super().__init__ ()

self.my_network = torch.nn.Sequential(
# 1st hidden layer
torch.nn.Flatten(),
torch.nn.Linear(num_features, num_hidden_1),
torch.nn.RelLU(),
torch.nn.Dropout(drop_proba),
# 2nd hidden layer
torch.nn.Linear(num_hidden_1, num_hidden_2),
torch.nn.RelLU(),
torch.nn.Dropout(drop_proba),
# output layer
torch.nn.Linear(num_hidden_2, num_classes)

)

def forward(self, x):
logits = self.my_network(x)
return logits
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Why does Dropout work?

* Co-Adaptation Interpretation
* Network will learn not to rely on particular connections too heavily

e Thus, will consider more connections (because it cannot rely on
individual ones)

* The weight values will be more spread-out (may lead to smaller weights
like with L2 norm)

 Side note: You can certainly use different dropout probabilities in
different layers (assigning them proportional to the number of units in a
layer is not a bad idea, for example)
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Why does Dropout work?

 Ensemble Method Interpretation
* In dropout, we have a "different model" for each minibatch

* Via the minibatch iterations, we essentially sample over M=2" models,
where h is the number of hidden units

e Restriction is that we have weight sharing over these models, which can
be seen as a form of regularization

* During "inference" we can then average over all these models (but this is
very expensive)

If you are interested in more details, see FS 2019 ML class (LO7):
https://github.com/rasbt/stat479-machine-learning-
fs19/blob/master/07 ensembles/07-ensembles notes.pdf
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Why does Dropout work?

* Interaction Effect Interpretation
e For p input variables there are (2) selections
of order-k interactions.
* Grows as p* for the first few orders.

* The probability that an order-k interaction
survives Dropout at rate ris (1 — 7)¥.

* Decays exponentially with k.
* These exponential rates cancel out.

* This anti-interaction effect regularization
happens at every layer.
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Dropout in PyTorch

[ . s .
Here, is is very important that you use model.train() and model.eval()!

for epoch in range(NUM _EPOCHS):
model.train()
for batch idx, (features, targets) in enumerate(train loader):

features = features.view(-1, 28*28).to(DEVICE)

### FORWARD AND BACK PROP
logits = model(features)

cost = F.cross_entropy(logits, targets)
optimizer.zero grad()

cost.backward()

minibatch cost.append(cost)
### UPDATE MODEL PARAMETERS
optimizer.step()

model.eval()
with torch.no _grad():
cost = compute loss(model, train loader)
epoch cost.append(cost)
print('Epoch: %03d/%03d Train Cost: %.4f' % (
epoch+1l, NUM EPOCHS, cost))
print('Time elapsed: %.2f min' % ((time.time() - start time)/60))
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Dropout in PyTorch: Inverted Dropout

* Most frameworks (incl. PyTorch) actually implement inverted
dropout
* Here, the activation values are scaled by the factor 1/(1-p)
during training instead of scaling the activations during
"inference”
e Helpful for models that will be used many times in “test”
time
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Dropout in PyTorch

— Without dropout:
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https://github.com/rasbt/stat453-deep-learning-
ss21/blob/master/L 10/code/dropout.ipynb
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Where we are...

1. Good news: data augmentation, capacity control, early stopping,
L1/L2 penalties, and dropout give us real tools to fight overfitting.

2. Bad news: we still haven't addressed why training deep nets can be

slow or unstable in the first place -- that's a separate problem from
overfitting.

3. Next time (10/6): Normalization and Initialization
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Questions?
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