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Project

* Midway report due next Friday
* 4 pages, more detailed expectations:
https://adaptinfer.org/dgm-fall-2026/project/
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Today

e Diffusion Models

Ben Lengerich © University of Wisconsin-Madison 2026



Recall: Generative and Discriminative Models

* Generative:
* Models the joint distribution P(X,Y).

* Discriminative:
* Models the conditional distribution P(Y|X).
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Where we’re going: Deep Generative Models

Discriminative Model (what we’ve seen so far)

Feature Feature Feature Feature Hidden Hidden
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Generative Model (what we’re going to see)
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Autoencoders

INPUT
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DECODER

-0

RECONSTRUCTED
INPUT

[Michelucci 2022]



https://arxiv.org/pdf/2201.03898
https://arxiv.org/pdf/2201.03898

Kullback-Leibler divergence term

Variational Autoencoders where p(z) = N (/" =0,6% = 1)

LW = —E_., (.10 [logp, (x7|z)] +KL (g, (z]x7) [Ip(2))

Define latent dim to follo
Normal distribution

Enables sampling

hidden units /
embedded space /
latent space /

bottleneck
Inputs Outputs

= reconstructed inputs

Ben Lengerich © University of Wisconsin-Madison 2026



Generative Adversarial Networks

$ 1 (Real

o O(fake)

real image / 1(real)

— Discriminator training
Generator training

g G

(generator)

- N(0.1 .
b SR fake image

Discriminator:  maxp £p = Egp,.,. (@) log D(x)] + Ex~c(z),z~p(2) log(1 — D(x))]

Generator: ming Lo = Emma(z),zwp{z} [lﬂg(l - D($))] :
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Summary

[ ]

What we specify Prior p(z), Likelihood pg (x | 2)
Induced p(x
452 po() = | po(X 1 2)p(2)dz
Z
Simplifying Choose a restricted variational
assumption posterior q4(z | x)
Training ELBO:
objective E llogpg(x | z)] — KL(qy (2
| x)|p(2))
What’s ignored KL(qe(z | x)|p9 (z | x))
from pg (x)
Modes Covering
Generated Blurry
Samples
Training Relatively robust
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Prior p(z), Generator Gy (2)

po(9) = [ pelx = Go()p(2)
Z
Replace NLL with a distributional
discrepancy on samples (adversarial/IPM).

Minimax fooling discriminator

All of NLL: log py (x)isn’t evaluated or
maximized.

Collapse

Realistic

Fragile




Diffusion Models




Overview and comparison of generative models

GAN: Adversarial
training

VAE: maximize
variational lower bound

Diffusion models:
Gradually add Gaussian
noise and then reverse
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x| Discriminator 7 Generator ,
D(x) G(2) x
Encoder Decoder ’
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Source: https://lilianweng.github.io/posts/2021-07-11-diffusion-models/




Diffusion
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Diffusion models: forward pass

Q(thxt—l) = N(Xt; Vv 1= Bix¢ 1, Btl) q X1: T|X0 HQ(Xt|Xt 1)

Og H@ @H T

(xtlxt 1)

.................................
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Diffusion models: reverse pass

po(xor) = p(xr) | | po(xe-1]xe)  po(xe—1|x:) = N(%e-1; o (%1, t), o (xs, 1))
t=1

=3 H@ @H T
| ax)

-
o

q(x¢—1|%¢) is unknown

.................................
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Diffusion models: generating a new sample

o(xor) = p(xr) | | po(xi-1lxe)  po(xe—1]xe) = N (xe-15 po(xe, t), Bo(x, 1))
t=1

O H@ @H T

‘\ (xtlxt 1) ,’
s

-~ -
‘-_._-”

q(x¢—1|%¢) is unknown

.................................
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Should we really run this process on pixels?

it Decoder i
q4(2[x) pe(x|z)
................  S—
Po(xi— 1|xt
o - @ @ SO
P! 7
aCafx) i unkoown Latent Diffusion!
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Stable Diffusion: Add Text Conditioning

. %

it Sz Decoder i
g4 (z|x) — pe(x|z)
_______________ —
Po(X¢— llxt
T T, SELCH
. “\\ q(x,|xt 1) ,;‘
aCafx) i unkoown Latent Diffusion!
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Stable Diffusion: Modern Image Generators

& DALL-E [N
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More reading

https://lilianweng.github.io/posts/2021-07-11-diffusion-models/

https://lilianweng.github.io/posts/2021-07-11-diffusion-models/

https://theaisummer.com/diffusion-models/
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Propery | vk | e | oifson

What we Prior p(z),
specify Family of likelihood pg(x | 2)
Induced J

X) = X|z)p(z)dz
Simplifying Restricted variational
assumption posterior q4(z | x)
Training ELBO:
objective E;llogpg(x | z)]

— KL(qy(z | 0)|p(2))
What's KL(qp(z | x)|p9 (z | x))
ignored
from pg (x)
Modes Covering

Prior p(z),
Family of generator Gy (2)

563 = f po(% — Go (@) p()dz

Replace NLL with a distributional
discrepancy on samples
(adversarial/IPM).

Minimax fooling discriminator

All of NLL: log pg (x)isn’t
evaluated or maximized.

Collapse
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Fixed forward noising processes
q(x; | x{t—l})

Pe ()
= [peen) | [poCres 1 x)ax
t

Fix forward noise g; and optimize a
variational bound on —log pg (x,).

VLB / score matching: with
Gaussian schedules reduces to

[Et,xo,e [W(t) | € — Eg(xtr t) ||2]

Exact NLL not computed; optimize a
variational upper bound on NLL
(equivalently lower bound on
log p ;(practical losses often
reweight or drop constants from
the exact VLB.

Covering




Questions?
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  P ( X , Y )


  P ( Y | X )


   x ~ = f  ( h ) = f  (  g  ( x ) )


   ( z )


   p 𝜃 ( x ∣ z )


   ( z )


   G 𝜃 ( z )


  p ( x )


   p 𝜃  ( x ) =    ∫ z   p 𝜃  ( X ∣ z ) p  ( z ) d z


   p 𝜃  ( x ) =  ∫ z   p 𝜖  (  x −  G 𝜃  ( z ) ) p  ( z ) dz


   q 𝜙 ( z ∣ x )
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  q (  x t ∣  x   {  t − 1 } )


  p ( x )


   p 𝜃  ( x ) =    ∫ z   p 𝜃  ( X ∣ z ) p  ( z ) d z


   p 𝜃  ( x ) =  ∫ z   p 𝜖  (  x −  G 𝜃  ( z ) ) p  ( z ) dz


   p 𝜃  ( x ) = ∫ p  (   x T )  ∏ t   p 𝜃  (   x  t − 1 ∣   x t ) d x  


   q 𝜙 ( z ∣ x )


  q


  −   log ⁡   p 𝜃  (   x 0 )


   E q  [    log ⁡   p 𝜃  ( x ∣ z ) ] − K L (  q 𝜙 ( z ∣ x )  |  p  ( z ) )


   𝔼  t ,  x 0 , 𝜖 [ w  ( t )   ∥ 𝜖 −  𝜖 𝜃  (   x t , t )  ∥ 2 ]


   p 𝜃  ( x )


  K L (  q 𝜙 ( z ∣ x )  |   p 𝜃  (  z ∣ x ) )


    log ⁡   p 𝜃  ( x )


    log ⁡ p

